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Direct Lake in Microsoft Fabric — What the Docs say

Direct Lake is a Power Bl semantic model table storage mode option
available in Microsoft Fabric.

It's optimized for large volumes of data to be quickly loaded into
memory from Delta tables available in the OneLake—the single store for
all analytics data.

Once loaded into memory, the semantic model enables high-
performance interactive analysis.

Direct Lake is ideal for semantic models connecting to large Fabric
lakehouses, warehouses, and other Fabric data sources with Delta tables.

Direct Lake is especially useful when replicating the entire data volume
into an Import table is impractical or impossible.

Direct Lake and Import queries are processed by the VertiPag query
engine, whereas DirectQuery federates queries to the underlying data
source.

-

Fabric tenant

&  Fabric capacity

CCOD7 Workspace

Il Report ¥’ | Dataflows Gen2
<" Semantic model (Direct Lake) =l Data pipelines
Lg/ 2} Notebooks

Lakehouse/SQL analytics endpoint
@ E or Warehouse

~—— B Tables or views

‘ Onelake

stores metadata and Parquet files

\ ) Delta tables
@ comprise Parquet files

@J Parquet files

XLYTIiCA




Data is read directly from OnelLake

Delta tables are quickly loaded into memory

Queries are executed by the VertiPaqg engine, similar to Import mode

Direct Lake avoids full data replication, unlike Import

What we Performance is closer to import than DirectQuery
naturally
Direct Lake is a good fit when import isn't feasible due to data volume
understand
from the docs: The lake appears to be the main driver of performance
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How different roles interpret the same docs

Architect Data Engineer Data Analyst
This reduces data duplication | can expose large Delta tables Performance will be close to
and simplifies architecture. directly without reshaping Import, but with fresher data.
The lake becomes the central everything. No refresh delays - reports
analytics layer. No need to optimize stay up to date.
This should scale better for aggressively for Import | can work with larger datasets
limitations.

large enterprise Bl. than before.

Schema changes will be easier
to manage.

This should behave mostly like
Import mode.

Compute seems more flexible

than Import.
The lake can serve analytics

and engineering together.
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So... did any of these roles
misunderstana
something?



So... did any of these roles misunderstand something?
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So what's missing
from the picture?



What the docs
don’t make
visible

Where query execution actually happens

What resources are consumed at runtime

How concurrency is handled

What really scales - and what doesn't

Where the system bends under pressure
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What Direct Lake Is And What It Is Not

Direct Lake is: Direct Lake is NOT:
* A Power Bl semantic model storage mode * A query engine that runs inside Onelake
* A way to read Delta tables directly from Onelake * A serverless analytics service

* An execution path that still uses the VertiPag .

engine .

* A way to avoid full data replication into Import

* A model optimized for large analytical datasets

"Free” performance without compute cost

A replacement for good

data modeling

A guarantee that everyt

ning will be faster
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Where Direct Lake Query Execution Actually Happens
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A Typical Enterprise Gold Analytics Pattern

Gold Warehouse / Semantic Layer Why This Pattern Is Common

* \ery large transaction fact table * Centralized analytics model

* Billions of rows * Minimizes duplication

* Hundreds of metric columns * Supports many reports & users

* Simple aggregations (mostly SUM) * Works well with traditional OLAP / Import models
* High business concurrency * Natural design for enterprise Bl

* Classic pattern from SSAS / OLAP migrations
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The dataset is optimized for storage and flexibility, not execution
Very large numbers of columns increase memory pressure

Why ThIS Many Parquet files and row groups fragment execution

Pattern May Not
Work Well with

. Execution efficiency depends on segment size and layout, not raw
Direct Lake e Y ° g

Direct Lake executes using an in-memory column store

Capacity guardrails protect the engine when layout becomes inefficient
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How Capacity Guardrails Surface This Mismatch

* Direct Lake validates table layout before execution
* Very high counts of Parquet files or row groups increase engine overhead
* When layout exceeds safe execution thresholds, guardrails are triggered

* Guardrails prevent loading layouts that would lead to:
* unstable performance
® excessive memory pressure

* unpredictable query latency

* The model is blocked before poor performance reaches users
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Direct Lake Is Capacity-Bound — Not Data-Driven

* Direct Lake execution is bound to Fabric capacity

* Runtime CPU and memory usage is governed by capacity limits
* Large data volume # guaranteed performance

* Concurrency is managed within capacity guardrails

* More users increase contention, no throughput
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Capacity Guardrails Exist for a Reason

* Direct Lake executes on an in-memory columnar engine
* Extremely high numbers of files or row groups degrade execution

* Guardrails protect:

* query latency,
* engine stabillity,

* fair resource sharing
* |imits are intentional, not accidental

* The engine prioritizes predictable performance over permissive scale
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Why the Engine Says “No”

* Direct Lake uses an in-memory column store engine
* Query performance depends on segment size, not raw row count

* Too many small row groups:
* increase metadata overhead
* reduce cache efficiency

* degrade scan performance
* Guardrails prevent layouts that would produce unacceptable performance

* Blocking the model is a design choice to protect user experience
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What This Means for Architecture Choices

® Direct Lake is ideal when:

* data layout is execution-friendly
* segment sizes are healthy

® columns are curated

* Large, wide fact tables may require:
* pre-aggregation
* vertical partitioning

* Import or Composite models
* Import is not legacy — it is deterministic

* Composite models exist for a reason
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Direct Lake Capacity Guardrails by Fabric SKU

Max model size on

Fabric SKU Parquet files / Table Row groups / Table Rows / Table (M) disk - OneLake (GB) Max memory (GB)
F2 1.000 1.000 300 10 3
F4 1.000 1.000 300 10 3
F8 1.000 1.000 300 10 3
F16 1.000 1.000 300 20 S
F32 1.000 1.000 300 40 10
F64/FT1/P1 5.000 5.000 1.500 Unlimited 25
F128/P2 5.000 5.000 3.000 Unlimited 50
F256/P3 5.000 5.000 6.000 Unlimited 100
F512/P4 10.000 10.000 12.000 Unlimited 200
F1024/P5 10.000 10.000 24.000 Unlimited 400
F2048 10.000 10.000 24.000 Unlimited 400
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Practical Guidance for Using Direct Lake

When Direct Lake makes sense * Heavy, unpredictable concurrency

* Fact tables are curated, not ultra-wide ° Fxpectations that capacity upgrades fix layout

* File and row group layout is execution-friendly SEHES

e Concurrency expectations are well understood Architectural mindset that works

e Data freshness matters more than absolute * Treat Direct Lake as an execution contract, not a
predictability shortcut

* Design Gold layers for how queries execute, not

When you should think twice only for storage

* Very wide fact tables (hundreds of metric

* Prefer deterministic performance over theoretical
columns)

scalability

* Extremely large numbers of Parquet files or row
groups

* Be pragmatic: Import and Composite models still
have a place
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